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Abstract— A method is proposed for indexing spaces with ar-
bitrary distance measures, so as to achieve ef cient appramate
nearest neighbor retrieval. Hashing methods, such as Lod&y
Sensitive Hashing (LSH), have been successfully applied rfo
similarity indexing in vector spaces and string spaces undethe
Hamming distance. The key novelty of the hashing technique
proposed here is that it can be applied to spaces with arbitrgy
distance measures, including non-metric distance measwseFirst,
we describe a domain-independent method for constructing a
family of binary hash functions. Then, we use these functios
to construct multiple multibit hash tables. We show that the
LSH formalism is not applicable for analyzing the behavior d
these tables as index structures. We present a novel formulan,
that uses statistical observations from sample data to angte
retrieval accuracy and efciency for the proposed indexing
method. Experiments on several real-world data sets demotraite
that our method produces good trade-offs between accuracynal
ef ciency, and signi cantly outperforms VP-trees, which are a
well-known method for distance-based indexing.

I. INTRODUCTION

A key requirement for applying LSH to a particular space
and distance measure is to identify a family lfcality
sensitivefunctions, satisfying the properties specied in [8].
As a consequence, LSH is only applicable for speci ¢ spaces
and distance measures where such families of functions have
been identi ed, such as real vector spaces with distance
measures, bit vectors with the Hamming distance, or strings
with a substitution-based distance measure (that does not
allow insertions or deletions) [12], [13]. This is in cordta
to distance-based indexing methods, that build indexingst
tures based only on distances between objects, and thus can
be readily applied to any space and distance measure.

In this paper we introduce Distance-Based Hashing (DBH),
a novel indexing method for efcient approximate nearest
neighbor retrieval. Compared to LSH, DBH has several simi-
larities but also some important differences. Overall ,rfan
novelties of DBH are the following:

DBH is a hash-based indexing method thatistance-

based Consequently, DBH can be applied in arbitrary
(and not necessarily metric) spaces and distance mea-
sures, whereas LSH cannot.

Indexing performance (in terms of retrieval accuracy and
retrieval ef ciency) is estimated and optimized using
statistics obtained from sample data, whereas in LSH per-
formance guarantees are obtained by using some known
geometric properties of a specic space and distance
measure. Dependence on known geometric properties
is exactly what makes LSH not applicable in arbitrary
spaces.

Answering a nearest neighbor query consists of identifying
for a given query object, the most similar database objects.
Nearest neighbor retrieval is a common and indispensable
operation in a wide variety of real systems. A few example
applications are nearest neighbor classi cation (e.d,, [,

[3]), analysis of biological sequences (e.g., [4], [5]),dan
content-based access to multimedia databases (e.g.,/T8], [
Given ever-increasing database sizes, there is a need for
ef cient and scalable indexing methods, that can fac#itat
accurate and ef cient nearest neighbor retrieval.

Locality Sensitive Hashing (LSH) [8], [9] is a framework
for hash-based indexing, with appealing theoretical priigge ~ An additional contribution of this paper is a description of
and empirical performance. LSH is an approximate techniquwo techniques for further improving DBH performance in
it does not guarantee nding the true nearest neighbor f@ractice: we describe a hierarchical version of DBH, where
100% of the queries. At the same time, LSH provides @ifferent index structures are tuned to different parts haf t
statistical guarantee of producing a correct result withhhi space of queries, and we also describe a method for signi -
probability. Theoretically, for a database of vectors of cantly reducing the cost of computing the hash values fdn eac
d dimensions, the time complexity of nding the nearesguery object.
neighbor of an object using LSH is sublinearrinand only Experiments with several real-world data sets demonstrate
polynomial ind. The theoretical advantages of LSH have beg¢hat DBH provides very good trade-offs between retrieval
also empirically demonstrated in several applicationslvimg accuracy and ef ciency, and that DBH outperforms VP-trees,
high-dimensional data [10], [8], [2], [11], [3]- a well-known distance-based method for indexing arbitrary



spaces. Furthermore, no known method exists for applyiagd non-metric spaces, and can be applied in extremely high-
LSH on those data sets, and this fact further demonstrages dimensional settings. An alternative method is proposed by
need for a distance-based hashing scheme that DBH addresSkspal in [43]. In that method, distances are directly medi
in a nonlinear way, to become more or less metric, i.e.,
II. RELATED WORK conform more or less with the triangle inequality. That negth
. ] can be combined with any distance-based indexing scheme and
Various methods have been employed for speeding up ngarprthogonal to such schemes, including the method prapose
est neighbor retrieval. Comprehensive reviews on the stibjg, this paper.
include [14], [15], [16], [17]. A large amount of work focuse | gy [9], [8] is the method most closely related to DBH,
on efcient neargst neighbor_ retrieval in multidimensibnanhe method proposed in this paper. As pointed out in the in-
vector spaces using an, metric [18], [19], [20], [21], [22], troduction, the key difference is that LSH can only be agblie
[23]. However, many commonly used distance measures gespeci ¢ spaces, where a family of locality sensitive Hiagh
notL , metrics, and thus cannot be indexed with such methoggnctions is available. The formulation of DBH is distance-
Popular examples of noby, distance measures include the ediyased, and thus DBH can be applied for indexing arbitrary
distance for strings [24], dynamic time warping for timessr gistance measures. The remainder of the paper describes DBH

[25], the chamfer distance [26] and shape context matchify getail, highlighting similarities and differences betn
[1] for edge images, and the Kullback-Leibler (KL) distance sy and DBH.

for probability distributions [27].
A number of nearest neighbor methods can be applied for [1l. L OCALITY SENSITIVE HASHING

indexing arbitrary metric spaces; the reader is referred t0| ot ¥ pe a space of objects, to which database and query
[28], [29], [16] for surveys of such methods. VP-trees [30pjects belong. LeD be a distance measure de ned &n
metric trees [31] and MVP-trees [32] hierarchically paotit |, ihis paper we also use notatig; D) to jointly specify

the database into a tree structure by splitting, at each,nogg, space and distance measure. Hebe a family of hash
the set of objects based on their distances to pivot objeGi§nctionsh : X | Z. whereZ is the set of integers. As
M-trees [33] and slim-trees [34] are variants of metric $€§jescribed in [8]H is calledlocality sensitiveif there exist

explicitly designed for dynamic databases. An approximatg, numbers 1; r; pi; Pz such that <r », pr > p2, and for
variant of M-trees is proposed in [35], and achieves aduditio 5, X1:X5 2 X:

speed-ups by sacri cing the guarantee of always retrieving

the true nearest neighbors. A general problem with the above D(X1;X2) <ri1) Prpon (h(X1) = h(X2)) p1: (1)
mentioned tree-based indexing methods is that they sutier f D(X1;X2)>r2) Praoy (h(X1) = h(X2) p2: (2)
the curse of dimensionality: performance tends to approach

brute-force search as the intrinsic dimensionality of thece =~ Given a locality sensitive familyH, Locality Sensitive
exceeds a few tens of dimensions. Hashing (LSH) indexing works as follows: rst, we pick inte-

sure, signi cant speed-ups can be obtained by embedding @s- concatenations & functions chosen randomly froid

jects into another space with a more ef cient distance mesasu . R NN ' )

Several methods have been proposed for embedding arbitrary G (X) = (hia (X hiz(X )35 hi (X)) 3)
spaces into a Euclidean or pseudo-Euclidean space [34], [3ach database objext is stored in each of thehash tables

[38], [39], [40]. However, used by themselves, embeddinge ned by the functionsy. Given a query objec® 2 X, the
methods simply substitute a fast approximate distanceh®r tretrieval process rst identi es all database objects tfeait
original distance, and still use brute force to compare the the same bucket as Q in at least one of tHesh tables,
query to all database objects, albeit using the fast appraté and then exact distances are measured between the query and
distance instead of the original one. those database objects.

Non-metric distance measures are frequently used in patter As shown in [8], if k and | are chosen appropriately,
recognition. Examples of non-metric distance measurethare then a near neighbor d is retrieved with high probability
chamfer distance [26], shape context matching [1], dynamigote that LSH isnot an exact indexing method, as it may
time warping [25], or the Kullback-Leibler (KL) distanceproduce the wrong result for some queries). The method can be
[27]. Methods that are designed for general metric spacagsplied both for near-neighbor retrieval (for range querand
can still be applied when the distance measure is non-metriearest-neighbor retrieval (for similarity queries). lncidean
However, methods that are exact for metric spaces becospaceR?, the time complexity of retrieval using LSH is linear
inexact in non-metric spaces, and no theoretical guaramtee in the dimensionalityd and sublinear in the number of
performance can be made. database objects [9].

A method explicitly designed for indexing non-metric Applying the LSH framework to a speci ¢ space and dis-
spaces is DynDex [41], which is designed for a speci ¢ nortance measure requires identifying a locality sensitivailfa
metric distance measure, and is not applicable to arbitrady Such families have been identi ed for certain spaces, such
spaces. SASH [42] is a method that can be used in both met& vector spaces with, metrics [9], [8], or strings with a



substitution-based distance measure [12], [13]. An imefov In practice,t; andt, should be chosen so thﬁff}t;zxz(X)

ment that can drastically reduce the memory requirementsrméps approximately half the objects ¥1to 0 and half to 1,

LSH in Euclidean spaces is described in [44]. so that we can build balanced hash tables. We can formalize
this notion by de ning, for each paiX; X, 2 X, the set
IV. DISTANCE-BASED HASHING V(X 1; X2) of intervals]ty; to] such thatF 72 (X ) splits the

In this section we introduce Distance-Based Hashirgpace in half:
(DBH), a method for applying hash-based indexing in arbytra _ _ T X1X2 /v N — (Y — (B
spaces and distance measures. In order to make our method(X1: X2) = Tlte taliPrxax (Fy ;7" (X) = 0) =0 259 -
applicable to arbitrary spaces, a key requirement is to luse t . i 0 (6)
distance measure as a black box. Therefore, the de nition ofNOt?< t,tlat’ in most cases, for everghere exists d” such
the hash functions should only depend on distances betwddtF "+ ? maps half the objects ok either to[t;t or to
objects. To keep the method general, no additional assanwptilt: t- For a set ofn objects, there ara=2 ways to split those
are made about the distance measure. In particular, trendist OPIECtS into two equal-sized subsets fifis even) based on
measure imotassumed to have Euclidean or metric propertie§® choice ofti;t2] 2 V(X1; X2). One of va,?(ral alternatives

The rst step in our formulation is to propose a famiy IS t0 choose an intervdty; 1 ] such thatk"*™2(X)) is less
of hash functions. These functions are indeed de ned us:-r‘[:gntl for half the objectsX 2 X. Anqthe;a_l;ernatlve 1S to
only distances between objects, and thus they can be de 0Se an mte_rva{tl;tg] such that, using=":"2, one sixth
in arbitrary spaces. The second and nal step is to introdu@& the objects inX are mapped to a value less thanand
a framework for analyzing indexing performance and picking'© Sixths of the objects are mapped to a value greater than
parameters. We shall see that the proposed fahilgf hash t2. The set\((X 1 X2) includes intervals for all these possible
functions isnot always locality sensitive (depending on th&Vays to splitX into two equal subsets.
space and distance measure), and therefore our methodtcanngSing the above de nitions, we are now ready to de ne a
be analyzed using the LSH framework. Consequently, W@Mily Hosw of hash functions for an arbitrary spagé; D):
introduce a different framework, whereby indexing behaiso i XiXaiy . e - ) .
analyzed using statistical data collected from sample atbje Hosn = TR TiXai X2 2 Xi[tite] 2 V(X4iX2)g = (7)

of X. Using random binary hash functiohssampled fromH pgy
we can de nek-bit hash functiong; by applying Equation 3.

This way, indexing and retrieval can be performed as in LSH,
In existing literature, several methods have been proposgd

for de ning functions that map an arbitrary spa€; D) into
the real lineR. An example is the pseudo line projections
proposed in [38]: given two arbitrary objeck;; X, 2 X,
we de ne a “line projection” functionF XXz : X I R as
follows:

A. A Distance-Based Family of Hash Functions

Choosing parameteks andl.

Constructingl k-bit hash tables, and storing pointers to
each database object at the appropridteckets.
Comparing the query object with the database objects
found in thel hash table buckets that the query is mapped
D(X;X 1)?+ D(X1;X2)? D(X;X2)? to.

X1;X2 -
P 2D (X1:X2)

(4) B. Differences between LSH and DBH

If (X;D) is a Euclidean space, théi+X2(X ) computes . , )
the projection of pointX on the unigue line de ned by . In the previous paragraphs we have de ned a distance-based

: . . indexing scheme that uses hash functions. We call that detho
points X1 and X,. If X is a general non-Euclidean space,.. ; )

X Lx T ._“Distance-Based Hashing (DBH). What DBH has in common
then F*+:*2(X) does not have a geometric interpretation,

However, as long as a distance meadiris available X X 2 With LSH is the indexing structure: we de nkehash tables

can still be de ned and provides a simple way to proj&ct ”S'r.‘g' hash functionsy,, anq eacf’_gi 'S a concatenation of
into R k simple, discrete-valued (binary, in our case) functibn2

. . . H
We should note that the family of functions de ned using If the function family Hpgy were locality sensitive, then

Equation 4 s a very rich family. Any pair of objects de "®SHBH would be a special case of LSH, and we would be able

a different function. Given a databakkof n objects, we can . .
5 . . . \ to use the LSH framework to optimally pick parameterand
de ne aboutn<=2 unique functions by applying Equation 4 to . . .
| and provide guarantees of accuracy and ef ciency. The main

pairs Of.ObJeCtS fronU._ . difference between DBH and LSH stems from the fact that we

Functmns de ned using E.quatlon 4 are real-valued, ".Vhere&% not assumélpgy to be locality sensitive. Whethét pgy
hgsh functions need to be @screte—vaqud. We can easﬂtyrobtls actually locality sensitive or not depends on the undegly
discrete-valued hash functions fraf X2 using thresholds

DBH -

space and distance measure. Since we want to use DBH for

itz 2 R: indexing arbitrary spaces, we need to provide a method for
X1:X 5 _ 0 if FX3X2(X) 2 [ty;ts] : analyzing performance without requirittppgy to be locality
Fit, (X)= o () "
1 otherwise: sensitive.



From an alternative perspective the difference between LSHAs before, let(X; D) be the underlying space and distance
and DBH is that applying LSH on a particular space requireseasure. LetJ X be a database of objects from Let
knowledge of the geometry of that space. This knowledge litpgy be the family of binary hash functions de ned in
used to construct a familld of hash functions for that spaceEquation 7. A key quantity for analyzing the behavior of DBH
and to prove thaH is locality sensitive. If the goal is to is the probabilityC(X ;X ;) of collision between any two
design an indexing scheme for arbitrary spaces, then glearl objects ofX over all binary hash functions iR pgn :

eometric information can be exploited, since arbitra
Eave arbitrary geometries. P o C(X1;X2) = Prnzu oy (N(X1) = (X2)) : (8)

A simple example to illustrate that the familfioen  Given familyHpgy and the two objectX; andX ,, quantity
de ned in Section IV-A is not a.IWayS |0ca|ity sensitive ISC(X]_, X2) can be measured direct'y by app|y|ng all functions
the following: let us construct a nite spac€X;D), by h 2 Hpgy to X; and Xy, if Hpgy is nite. Alternatively,
de ning a distance matriM , where entryM;; is the distance c(X,;X,) can be estimated by applying only a sample of
D(Xi;Xj) between the-th andj -th object ofX. We set the fynctionsh 2 H pgy to X1 and X .
diagonal entriesvlj; to zero, we set all off-diagonal entries  syppose that we have chosen parameferand I, and
to random numbers from the intervel; 2], and we enforce that we construct k-bit hash tables by choosing randomly,
thatM be symmetric. Under that construction, sp&¥eD) yniformly, and with replacemenk! functions fromH pgy .

is metric, as it satis es symmetry and the triangle inedyali The probabilityCy (X 1; X ») of collision between two objects
In such a scenario, for any two objecki; X; 2 X, on ak-bit hash table is:

the probabilityPrnon o5, (N(Xi) = h(Xj)) does not depend .

at all on the distance betweet; and X;, and in practice Ck(X1;X2) = C(X1;X2)" : )

P_thH Dex (.hl(lxi) :hh(xi ))Oifsbexpectedl to be very close tIOFinaIIy, the probabilityCy; (X 1; X») that two objects collide

0:5, especially as the size ecomes larger. Consequent Yin at least one of thée hash tables is:

regardless of our choice of andr,, there is no reason for

appropriatep; ; p2 to exist so as to satisfy the locality sensitive Cui (X1;X2)=1 (1 C(Xy; Xz)")I : (10)

conditions expressed in Equations 1 and 2. . .
More generally, the random manner in which we con- S:”Pp‘?se that we have a database X_ of nite size

structed matrixM violates the fundamental assumption off = 1YJ, and letQ 2 X be a query object. We denote

any distance-based indexing method: the assumption tR¥tN (Q) the nearest neighbor d@ in U. The probability
knowingD (X i; X} ) andD (X; ; X) provides useful informa- that we will successfully retrievll (Q) using DBH is simply

tion/constraints aboub (X;; Xk). The reason that distance-Ck?' (QN(Q)). The accuracy of DBH, i.e., the probability

based methods work in practice is that, in many metric affye’ a!l queriesQ that we will retrieve the nearest neighbor

nonmetric spaces of interest, distances are indeed noomand' (Q) 1S: Z

and knowing distances between some pairs of objects we can _ ) )
obtain useful information about distances between othies pa Accuracyy; = 02X Cia (Q:N(Q)Pr(Q)dQ ; (11)
of objects. ] - ) )

Based on the above discussion, designing a useful distant#@€rePr(Q) is the probability density 0@ being chosen as
based indexing method requires identifying and exploithg & AUery: Th|s. probability density is assumed to be uniform in
information that distances between objects provide, wieh s (€ rest of this paper. _ _
information is indeed present. When geometric constraintsQuantity Accuracy,; can be easily estimated by:

(such as Euclidean properties and/or the triangle ineyyiali 1) sampling querie® 2 X,

are not available, we can still exploit statistical infotina ~ 2) nding the nearest neighbors (Q) of those queries in

obtained from sample data, i.e., from known objects sampled the databasée,

from the space of interest. We now proceed to describe how3) estimatingC(Q; N (Q)) for each sample Q by sampling

to obtain and use such statistical information in the cantéx from Hpgh ,

DBH. 4) using the estimate€(Q; N (Q)), and applying Equa-
. ) tions 9 and 10 to comput€y, (Q;N(Q)) for each

C. Statistical Analysis of DBH sample Q, and

An important question in analyzing any indexing scheme is 5) computing the average value 6§, (Q; N (Q)) over all
identifying the factors that determine indexing performan sample querie®.

i.e., the factors that determine: Besides accuracy, the other important performance measure
Retrieval accuracy: how often is the true nearest neighbfei DBH is ef ciency. In particular, we want to know how
retrieved using this indexing scheme? many database objects we need to consider for each query
Retrieval ef ciency: how much time does nearest neighising DBH. Naturally, in brute force search we need to
bor retrieval take? What fraction of the database is prunednsider every single database object. The expected nuwhber
by the indexing scheme? database objects we need to consider for a q@eiy denoted

We now proceed to perform this analysis for DBH. as LookupCost(Q) and is simply the expected number of



objects that fall in the same bucket wit@ in at least one Therefore, the optimak can be identi ed as the ladt for
of the | hash tables. This quantity can be computed as:  which ef ciency improves.
X In summary, given a desired retrieval accuracy rate, the
LookupCost; (Q) = Cir (QiX) (12) optimal parameterk andl can be computed by searching over
x2u possiblek and| and identifying the combination that, while
For ef ciency, an estimate foLookupCost(Q) can be com- yielding the desired accuracy, also maximizes ef ciendgeT
puted based on a sample of database objects, as opposesttwuracy and ef ciency attained for eakhl pair is estimated
computingCy, (Q; X ) for all database objects 2 U. as described in Section IV-C. Computing the optirkaand
An additional cost incurred by retrieval using DBH is the is naturally done off-line, as a preprocessing step, and the
cost of computing the outputs(Q) of thel k-bit hash func- costs of that computation have no bearing on the Gastty,
tions g;. Overall, we need to applgl binary hash functions of the online retrieval stage.
h 2 Hpgy on Q. Since each such functidm is of the form
specied in Equation 5, computing such a(Q) involves V. ADDITIONAL OPTIMIZATIONS
computing the distanceB (Q; X 1) and D(Q; X2) between  The previous section described a complete implementation
the query and the two objeck$; and X, used to de neh. of DBH. In this section we consider some practical methods
We denote byHashCosk, the number of such distances wedor further improving performance. In particular, we déiser
need to compute, in order to comptg)) for all binary hash a way to apply DBH in a hierarchical manner, using multiple
functions. Note thaHashCosk, is independent of the querypairs of (k;1) parameters, and we also describe a practical
Q, asHashCosi; is simply the number of unique objectsmethod for drastically reducingashCosk; .
used asX; and X, in the de nitions of thekl binary hash ] ] )
functionsh. In the worst caseHashCosy = 2kI, but in A APPlying DBH Hierarchically
practiceHashCosk; can be smaller because the same object The accuracy and ef ciency of DBH for a particular query
X can be used a¥X; or X, in the de nitions of multiple objectQ essentially depends on the collision r&téQ; N (Q))

binary hash functiong. between the query and its nearest neighbor, and the callisio
The total cosCosty, (Q) of processing a query is thereforeratesC(Q; X ) betweenQ and the rest of the database objects
the sum of the two separate costs: X 2 U. In an arbitrary spac&, without a priori knowledge

of the geometry of that space, these collision rates canlmaly
estimated statistically, and they can differ widely forfeiient

Finally, the average query cost can be computed using samf#ery objects.

queries, as was done for computing indexing accuracy. InThe key motivation for designing a hierarchical version of
particular: DBH is the observation that, typically, different choicefsko

Z andl may be optimal for different query objects. Empirically,
Costy, = Costy; (Q)Pr(Q)dQ : (14) we have found that the optimal choice kfand| depends
Q2X mainly on the distanc® (Q; N (Q)). This correlation makes

In conclusion, the accuracy and ef ciency of DBH, giversense intuitively: the closer two objects are to each other t
parameterk and !, can be measured by sampling from th&ore likely it is that these objects are mapped to the same bit
space of queries, sampling from the set of database objeba random binary hash function. ThereforeDa®Q; N (Q))
and sampling from the séipgy of binary hash functions. decreases, we expect the optimal paramekeasd| for that

o . guery object to lead to increasingly fewer collisions foe th
D. Finding Optimal Parameters same indexing accuracy.

Given parametek, clearly indexing accuracy increases and Based on the above observations, a natural strategy is to
ef ciency decreases as we increakeConsequently, given create multiple DBH indexes, so that each index is optimized
a desired retrieval accuracy, and givknwe can choosé for a different set of queries and corresponds to a different
by computingAccuracy,, for | = 1;2;::: until we identify choice of parametess; |. In particular, we rank query objects
an| that yields the desired accuracy. Instead of successiv€ly according toD(Q; N (Q)), and we divide the spacX

Cost, (Q) = LookupCost,, (Q) + HashCosty; : (13)

measuring accuracy for eathbinary search can also be usedpf possible queries into disjoint subseXg; Xz;:::;Xg, SO
as a more ef cient method for identifying the smallésthat that X; contains queries ranked in the tqp 1)=s to
yields the desired accuracy. i=s percentiles according t® (Q; N (Q)). Then, given the

To nd the optimalk we repeat the above process (of searcldatabasé) and the desired accuracy rate, we choose optimal
ing for anl givenk) for different valuek = 1;2;:::. Different parameterk; andl; for each query seX;, and we create a
pairs of k;| that yield roughly the same indexing accuracPBH index structure for that query set. We denotelythe
Accuracy,, are likely to yield different cost€ost; . Thus smallest value such that for all objed 2 X; it holds that
it is bene cial to choose the combination &t | that, while D(Q;N(Q)) D;.
achieving the desired accuracy, minimiz&sst,, . In practice, Naturally, at runtime, given a previously unseen query
for a given accuracy, as we consider 1;2;:::, efciency objectQ, we cannot know whaX; Q belongs to, since we do
typically improves up to a point and then it starts decreasinnot know D (Q; N (Q)). What we can do is perform nearest



neighbor retrieval successively using the DBH indexesterka %o,
for X1;Xz;::: If using the DBH index created foK; we ™ % o os
retrieve a database obje¢tsuch thaD (Q; X) Dj,thenwe = o e
know thatD(Q;N(Q)) D(Q;X) Dj. Inthat case, the s =xeexxe° °o ° °
retrieval process does not proceed to the DBH index<foi ,

and the system simply returns the nearest neighbor found ¢_,

-25,
2700 2750 2800 2850 2900 2 15 1 05 0 05 1 15 2

In practice, what we typically observe with this hierarcic
S‘?heme is this: the rst DBH indexes, quigned for qu_eriq—%g. 1. Left: Example of a “seven” in the UNIPEN data set. @isc
with small D (Q; N (Q)), successfully retrieve (at the desiredienote “pen-down” locations, x's denote “pen-up” locatioRight: The same
accuracy rate) the nearest neighbors for such queriese wigitample, after preprocessing.
achieving a lookup cost much lower than that of using a
single global DBH index. For query objec® with large o
D(Q;N (Q)), in addition to the lookup cost incurred whileSince the lookup cost starts dominating the total cost of
using the DBH index for that particulad (Q; N (Q)), the Processing a query.
hierarchical process also incurs the lookup cost of usimg th
previous DBH indexes as well. However, we expect this addi-
tional lookup cost to be small, since the previous DBH indexe In the experiments we evaluate DBH by applying it to
typically lead to signi cantly fewer collisions for objestwith three different real-world data sets: the isolated digéadh-
large D(Q; N (Q)). So, overall, compared to using a globamal’k (category 1a) of the UNIPEN Train-R01/VO7 online
DBH index, the hierarchical scheme should signi cantly imhandwriting database [45] with dynamic time warping [46]
prove ef ciency for queries with lowD (Q; N (Q)), and only as the distance measure, the MNIST database of handwritten
mildly decrease ef ciency for queries with high(Q; N (Q)). digits [47] with shape context matching [1] as the distance

measure, and a database of hand images with the chamfer
B. Reducing the Hashing Cost distance as the distance measure. We also compare DBH with

As described in Section IV-C, the hashing cBistshCosk VP-trees [30], a well-known distance-based indexing meitho
is the number of unique objects used s and X in the for arbitrary spaces. We modied VP trees as described in
de nitions of the kI binary functions needed to construct36] SO as to get different trade-offs between accuracy and
the DBH index. If thosekl binary functions are picked ef ciency. We should note that, in all three data sets, the

randomly from the space of all possible such functions, th&fiderlying distance measures are not metric, and thergfiere
we expectHashCosk, to be close to2kl. In practice, we [FE€S cannot guarantee perfect accuracy.
can signi cantly reduce this cost, by changing the de nitio A. Datasets

of Hpgh -
In Section IV-A we de nedHpgy to be the set of all Here we provide details about each of the datasets used

possible functionSFé.lt;zxz de ned using anyX1;X, 2 X. in the experiments._We should specify in deance that, in all
In practice, however, we can obtain a suf ciently large anfatasets and experiments, the set of queries used to measure

rich family Hpgy using a relatively small subs¥mar X performance (retrieval accuracy and retrieval ef ciengygs
completely disjoint from the database and from the set of

Hpen = th)i;lt;ZXZ j X1;X2 2 Xemat ; sample queries used to pick optinkahndl parameters during
[ti;t2] 2 V(X1;X2)g (15) DBH construction. Speci cally, the set of queries used to
measure performance was completely disjoint from the sampl
If we use the above de nition, the number of functions imjueries that were used, ofine, in Equations 11 and 14 to
Hpen Is at least equal to the number of unique pairs X,  estimateAccuracy,,, andCosty; .
we can choose frofXsman, and is actually larger in practice, The UNIPEN data set.We use the isolated digits bench-
since in addition to choosiny 1; X, we can also choose anmark (category 1a) of the UNIPEN Train-R01/V0O7 online
interval [tq; t2]. At any rate, the size dflpgy is quadratic to handwriting database [45], which consists of 15,953 digit
the size ofXsmai . At the same time, regardless of the choicexamples (see Figure 1). The digits have been randomly and
of parameterk;l, the hashing cosHashCosi; can never disjointly divided into training and test sets with a 2:lioat
exceed the size AKsmai, since only elements oksmar are (or 10,630:5,323 examples). We use the training set as our
used to de ne functions iftH pgy - database, and the test set as our set of queries. The target
In practice, we have found that good results can be obtainggbplication for this dataset is automatic real-time recigm
with sets Xgman containing as few as 50 or 100 elementof the digit corresponding to each query. The distance nteasu
The signi cance of this is that, in practice, the hashingtco® used is dynamic time warping [46]. On an AMD Athlon
is bounded by a relatively small number. Furthermore, tt20GHz processor, we can compute on aver&8§6 DTW
hashing cost actually becomes increasingly negligiblehas tdistances per second. Therefore, nearest neighbor aasisin
database becomes larger and the siz¥@fy remains xed, using brute-force search takes about 12 seconds per query.

VI. EXPERIMENTS



Fig. 3. The 20 handshapes used in the ASL handshape dataset.

Fig. 2. Example images from the MNIST dataset of handwriti@gits.

The nearest neighbor error obtained using brute-forceckear
is 2:05%

The MN_|ST df'ﬂ_a set. The W_e”'known MNI_ST de_ltaset Fig. 4. Examples of different appearance of a xed 3D handpsha
of handwritten digits [47] contains 60,000 training imagesorresponding to different 3D orientations of the shape.
which we use as the database, and 10,000 test images, which
we use as our set of queries. Each image is a 28x28 im- _ )
age displaying an isolated digit betwe@nand 9. Example distances per second. _Consequently, nding the neareghnei
images are shown in Figure 2. The distance measure tR&fS of each query using brute force search takes about 112
we use in this dataset is shape context matching [1], whi€gconds.
involves using the Hungarian algorithm to nd optimal oneg_ |mplementation Details
to-one correspondences between features in the two |mage]<: ; .

) ) . . : . or each data set we constructed a fanklygy of bi-

The time complexity of the Hungarian algorithm is cubic to

the number of image features. As reported in [48], nearest” hash functions as described in Section V-B. We rst

neighbor classi cation using shape context matching yi.el(fonstructed a s&smai by picking randomly 100 database

an error rate 0f0:54% As can be seen on the MNIST WebObJECtS' Then, for each pair of objecks,; Xz 2 Xsmai we

site (ttp:/fyann.lecun.com/exdb/mnist/ ), shape created a binary hash function by applying Equation 5 and

. ; cI'];oosing randomly an intervdt;;ty] 2 V(X1;X32). As a
context matching outperforms in accuracy a large numberroSult H contained one binary function for each pair of
other methods that have been applied to the MNIST datase%. 1 DBH y P

i ; - . . ects inX , for a total of4950functions.
Using our own heavily optimized C++ implementation oP | small

h text matchi d . AMD Ot To estimate retrieval accuracy using Equation 11, we used
shape context maiching, and running on an P ercl'ﬁb,OOO database objects as sample queries. To estimate the
2.2GHz processor, we can compute on average 15 sh

; . (?kup cost using Equation 12 we used the same 10,000
context distances per second. As a result, using brute f%cfﬁabase objects as both sample quer@sn( Equation 12)

search_to nd the nearest neighbors O.f a query takes on ager d sample database objects i Equation 12). The retrieval
approximately 66 minutes when using the full database 8 rformance attained by each pairl of parameters was

60,000 |mage§. . ) estimated by applying Equations 11 and 14, and thus the
The hand image data set.This dataset consists of a,niima|k:| was identi ed for each desired retrieval accuracy

database of 80,640 synthetic images of hands, generategl usi;q

the Poser 5 software [49], and a test set of 710 real image§ye should emphasize that Equations 11, 12 and 14 were

of hands, used as queries. Both the database images and,ij¢sed in the of ine stage to choose optinkal parameters.

query images display the hand in one of 20 different 3Bhe accuracy and ef ciency values shown in Figure 5 were

handshape con gurations. Those con gurations are shown jBaasured experimentally using previously unseen quétias,

Figure 3. For each of the 20 different handshapes, the ds#abgere completely disjoint from the samples used to estinfete t
contains 4,032 database images that correspond to difféen optimalk; | parameters.

orientations of the hand, for a total number of 80,640 images gq the hierarchical version of DBH, described in Section
Figure 4 displays example images of a single handshape\iy e useds = 5 for all data sets, i.e., the hierarchical
different 3D orientations. DBH index structure consisted of ve separate DBH indexes,

The query images are obtained from video sequences oghstructed using different choices florand|.
native ASL signer, and hand locations were extracted from

those sequences automatically using the method describe&i Results

[50]. The distance measure that we use to compare imagefigure 5 shows the results obtained on the three data sets for
is the chamfer distance [26]. On an AMD Athlon processdrierarchical DBH, single-level DBH (where a single, global
running at 2.0GHz, we can compute on average 715 chamidBH index is built), and VP-trees. For each data set we
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average number of distances that need to be measured pgrapject.

The number of distances includes both the hashing cost and
the lookup cost for each query. To convert the number of

distances to actual retrieval time, one simply has to divide

the number of distances by 890 distances/sec for UNIPEN, 15
distances/sec for MNIST, and 715 distances/sec for theshand

data set. Retrieval accuracy is simply the fraction of query

objects for which the true nearest neighbor was returned by
the retrieval process.

As we see in Figure 5, hierarchical DBH gives overall
the best trade-offs between ef ciency and accuracy. Thg onl
exceptions are a very small part of the plot for the MNIST data
set, where the single layer DBH gives slightly better result
and a small part of the plot for the hands data set, where VP-
trees give slightly better results. On the other hand, othadle
data sets, for the majority of accuracy settings, hieraahi
DBH signi cantly outperforms VP-trees, and oftentimes DBH
is more than twice as fast, or even close to three times as
fast, compared to VP-trees. We also see that, almost always,
hierarchical DBH performs somewhat better than singlellev
DBH.

Interestingly, the hands data set, where for high accuracy
settings VP-trees perform slightly better, is the only data
set that, strictly speaking, violates the assumption onckvhi
DBH optimization is based: the assumption that the sample
gueries that we use for estimating indexing performance are
representative of the queries that are presented to thensyst
at runtime. As explained in the description of the hands
data set, the sample queries are database objects, which are
synthetically generated and relatively clean and noise;fr
whereas the query objects presented to the system at runtime
are real images of hands, that contain signi cant amounts of
noise.

In conclusion, DBH, and especially its hierarchical vensio
produces good trade-offs between retrieval accuracy and ef
ciency, and signi cantly outperforms VP-trees in our thkre
real-world data sets. We should note and emphasize that all
three data sets use non-metric distance measures, and no
known method exists for applying LSH on those data sets.

VII. CONCLUSIONS

We have presented DBH, a novel method for approximate
nearest neighbor retrieval in arbitrary spaces. DBH is aihgs
method, that creates multiple hash tables into which databa
objects and query objects are mapped. A key feature of DBH
is that the formulation is applicable to arbitrary spaced an
distance measures. DBH is inspired by LSH, and a primary
goal in developing DBH has been to create a method that
allows some of the key concepts and benets of LSH to be
applied in arbitrary spaces.

The key difference between DBH and LSH is that LSH can
only be applied to spaces where locality sensitive famities
hashing functions have been demonstrated to exist; inasmtr
DBH uses a family of binary hashing functions that is dist&anc

plot retrieval time versus retrieval accuracy. Retrievalet is based, and thus can be constructed in any space. As DBH
completely dominated by the number of distances we needlexing performance cannot be analyzed using geometric
to measure between the query object and database objgutsperties, performance analysis and optimization is dhase
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